Proteomic prediction of common and rare diseases

Julia Carrasco-Zanini PhD1,2,3,4,*, Maik Pietzner PhD2,4,3,*, Jonathan Davitte PhD5,*, Praveen Surendran PhD1, Damien C. Croteau-Chonka PhD6, Chloe Robins PhD5, Ana Torralbo PhD7, Christopher Tomlinson MBBS7,8, Natalie Fitzpatrick PhD7, Cai Ytsma M.Sc.7, Tokuwa Kanno PhD5, Stephan Gade PhD9, Daniel Freitag PhD1, Frederik Ziebell PhD9, Spiros Denaxas PhD7,8,10,11, Joanna C. Betts PhD1, Nicholas J. Wareham FMedSci2,*, Harry Hemingway FMedSci7,8,10,*, Robert A. Scott PhD1,*, Claudia Langenberg FFPH2,3,4,*,

1Genomic Sciences, GSK Research and Development, Stevenage, UK,
2MRC Epidemiology Unit, School of Clinical Medicine, Institute of Metabolic Science, University of Cambridge, Cambridge, UK,
3Precision Healthcare University Research Institute, Queen Mary University of London, London, UK,
4Computational Medicine, Berlin Institute of Health at Charité-Universitätsmedizin Berlin, Berlin, Germany,
5Genomic Sciences, GSK Research and Development, Collegeville, PA, USA,
6Genomic Sciences, GSK Research and Development, Cambridge, MA, USA,
7Institute of Health Informatics, University College London, London, UK,
8National Institute for Health Research, Biomedical Research Centre, University College London Hospitals NHS Trust, London, UK,
9Genomic Sciences, Cellzome GmbH, GSK Research and Development, Heidelberg, Germany,
10Health Data Research UK
11British Heart Foundation Data Science Centre, London, UK

* These authors contributed equally

# Correspondence to: Julia Carrasco-Zanini (j.carrasco-zanini-sanchez@qmul.ac.uk) & Claudia Langenberg (claudia.langenberg@qmul.ac.uk) at the Precision Healthcare Research Institute, QMUL

NOTE: This preprint reports new research that has not been certified by peer review and should not be used to guide clinical practice.
Abstract

Background: For many diseases there are delays in diagnosis due to a lack of objective biomarkers for disease onset. Whether measuring thousands of proteins offers predictive information across a wide range of diseases is unknown.

Methods: In 41,931 individuals from the UK Biobank Pharma Proteomics Project (UKB-PPP), we integrated ~3000 plasma proteins with clinical information to derive sparse prediction models for the 10-year incidence of 218 common and rare diseases (81 – 6038 cases). We compared prediction models based on proteins with a) basic clinical information alone, b) basic clinical information + 37 clinical biomarkers, and c) genome-wide polygenic risk scores.

Results: For 67 pathologically diverse diseases, a model including as few as 5 to 20 proteins was superior to clinical models (median delta C-index = 0.07; range = 0.02 – 0.31) and to clinical models with biomarkers for 52 diseases. In multiple myeloma, for example, a set of 5 proteins significantly improved prediction over basic clinical information (delta C-index = 0.25 (95% confidence interval 0.20 – 0.29)). At a 5% false positive rate (FPR), proteomic prediction (5 proteins) identified individuals at high risk of multiple myeloma (detection rate (DR) = 50%), non-Hodgkin lymphoma (DR = 55%) and motor neuron disease (DR = 29%). At a 20% FPR, proteomic prediction identified individuals at high-risk for pulmonary fibrosis (DR= 80%) and dilated cardiomyopathy (DR = 75%).

Conclusions: Sparse plasma protein signatures offer novel, clinically useful prediction of common and rare diseases, through disease-specific proteins and protein predictors shared across multiple diseases.

(Funded by Medical Research Council, NIHR, Wellcome Trust.)
Introduction

A central challenge in precision medicine is the development of clinically useful tools for identifying individuals at high risk which may enable timely diagnosis, early initiation of treatment and improved patient outcomes. Clinically recommended tools for predicting the risk of onset of diseases are widely used for heart attack and stroke (e.g., the AHA / ACC 10-year risk equation) but for very few other diseases. Across diverse diseases pathologies, diagnostic delays of months or years are reported from the initial onset of symptoms. Over the last decades, single plasma proteins have become established as specific, diagnostic assays for a small number of diseases including BNP for heart failure, troponins for acute coronary syndromes and UCH-L1 and GFAP in traumatic brain injury.

Plasma proteomics allows estimation of thousands of proteins and agnostic discovery studies not confined to a single disease of interest and represents a promising technology to accelerate progress towards this challenge. Plasma proteomic signatures capture health behaviours and current health status, and may integrate the risk of “static” genetic and dynamic environmental determinants of disease. Translatable, parsimonious models have been described. For example, a sparse protein signature, containing as few as three proteins, improved identification of a high-risk group for diabetes which is currently missed by screening strategies.

Whether plasma proteomics may offer clinically useful predictive or mechanistic information across a wide range of diseases, alone or in combination, is unknown for several reasons. First, previous proteomic studies have had too few participants to evaluate rare and common diseases. Secondly, previous studies of disease onset have focussed on a narrow set of common diseases, rather than taking an agnostic discovery approach. Thirdly, previous studies have not reported screening metrics compared to clinical models (without proteins) which may inform integration into health records and translational evaluation.

We used data from the UK Biobank Pharma Proteomics Project (UKB-PPP), the largest proteomic experiment to date, to address the following objectives (i) to systematically interrogate the 10 year predictive potential of the measurable plasma proteome across 218 pathologically diverse diseases, over and above models based on information obtained in usual care (without and with clinical biomarkers) and polygenic risk scores (ii) to identify disease-specific protein predictors pointing to underlying aetiological mechanisms, compared to those shared across diseases (iii) to determine whether the screening metrics of proteomic signatures for diseases meet, or exceed, those for blood biomarkers used in current clinical practice.
Methods

Study design

We carried out a cohort study in the UKB-PPP to develop, validate and compare predictive models with and without proteins. UKB is a highly characterised longitudinal cohort of 500,000 adults. Individuals were excluded if they had missing data for age, sex and body mass index (BMI) or failed quality control (QC) criteria for proteomic measurements. The human biological samples were sourced ethically, and their research use was in accordance with the terms of the informed consent and under an IRB/EC approved protocol.

Clinical risk information

Clinical risk information (without blood biomarkers) recommended as part of usual primary care, was obtained from UKB health questionnaires. This included: age at baseline, self-reported ethnicity, smoking status, alcohol consumption, paternal or maternal history for 15 individual diseases available (data-field IDs 20197 and 20110, Table S1), and measured BMI. For clinical risk information with blood biomarkers, we included 37 of the most widely performed blood tests (16 of these are based on proteins) which were assessed in all UKB participants (UKB Category 17518, 100081). Quality control of these ‘clinical biomarkers’ was done based on methods previously described\textsuperscript{14,15} and imputation was done using the missForest R package\textsuperscript{16} including additional information on age and sex.

Proteomic profiling

Proteomic profiling was performed in EDTA-plasma samples from 54,893 UKB participants obtained at baseline as part of the UK Biobank Pharma Proteomics Project (UKB-PPP), using the Olink Explore 1536 and Expansion platforms, which captured 2923 unique proteins targeted by 2941 assays. Assay details\textsuperscript{17,18}, sample selection and handling have been previously described\textsuperscript{19}. The current study is based on participants from a randomly selected subset (N = 46,750). After quality control, we imputed missing NPX (normalised protein expression) values, using the missForest R package\textsuperscript{16}, for all individuals who met the QC and inclusion criteria and had no more than 50% of missing values across all proteins, Table S1-2, Supplementary Appendix). Imputation was done per Olink panel, including additional information on age and sex.

Incident disease definitions

We developed prediction models for 218 diseases, with more than 80 incident cases within 10 years of follow-up (censoring date was the 31\textsuperscript{st} of December 2020 or death date if this occurred first) in the
random subset (N = 41,931, 193 diseases), or by including incident cases within the “consortium-selected” subset (25 diseases) (Table S1). The 218 diseases include common and rare diseases, and diseases associated with high morbidity, high mortality, or both. Disease definitions were based on validated phenotypes described by Kuan et al. by integrating data from primary care, hospital episode statistics, cancer and death registries and from UKB health questionnaires including self-reported illnesses. We excluded prevalent cases (first occurrence prior to or up to the baseline assessment visit) or incident cases recorded within the first 6 months of follow-up.

Statistical analyses

We adapted a 3-step machine learning framework including (1) feature selection, (2) hyperparameter tuning and optimization, and (3) validation. Individuals were divided: 50% for feature selection, 25% for model optimization (training), and 25% for validation, for diseases with more than 800 cases; otherwise, into a 70% feature selection and model optimization set, and 30% for validation. Validation sets included non-overlapping individuals completely blinded to previous model development stages.

We performed feature selection among 2941 protein targets, or among the 37 clinical biomarkers by least absolute shrinkage and selection operator (LASSO) regression over 200 subsamples of the feature selection set. In each iteration, we ran 5-fold cross-validation over 3 repeats using a grid search to tune the hyperparameter lambda. We used the ROSE R package to address case imbalance. Selection scores were computed as the absolute sum of weights from the model with the optimal lambda from each of the 200 iterations and were used to identify the top 20 proteins or clinical biomarkers (Supplementary Appendix).

We used regularised cox regression to derive a “benchmark” clinical model, by 5-fold cross-validation in the optimisation or training set using the features described above. We tested improvement in models by adding onto the patient information: 1) 5 – 20 proteins, 2) 5 – 20 clinical biomarkers or 3) genome-wide polygenic scores (PGS, UKB category 301) (Figure 1). For these comparisons, we trained and tested models including up to 5, 10 and 20 proteins or biomarkers and kept the best performing protein signature and biomarker signature. Validation was performed in the held-out test set, where we computed the concordance index (C-index) over 1000 bootstrap samples. Significant improvements between models were considered as those for which the 95% confidence interval (95% CI) of the differences in the bootstrap C-index distributions did not include zero.

The screening metrics we calculated were: detection rates (DR) and likelihood ratios (LR) in the validation set at false positive rates (FPR) ranging from 5 to 40%. The FPR was calculated as FPR = false positives (FP) / (true negatives (TN)+ FP); and detection rates were calculated as DR = true positives
Results

Improvement in prediction by adding sparse protein signatures vs clinical biomarkers onto clinical models

Clinical models without blood biomarkers showed a median C-index = 0.64 (interquartile range = 0.58 – 0.72), achieving the highest performance for endocrine and cardiovascular diseases (Figure S1, Table S3). For 67 rare and common diseases (Figure S2), addition of 5 to 20 proteins significantly improved (95% confidence intervals of improvement in C-index > 0) clinical models (median increase in C-index = 0.07, range = 0.02 – 0.31) (Figure 2a, Table S4). Diseases for which proteins improved clinical models included multiple myeloma (delta C-index = 0.25 (95% confidence interval 0.20 – 0.29, LR = 6.55), non-Hodgkin lymphoma (delta C-index = 0.21 (0.14 – 0.28), LR = 6.08), pulmonary fibrosis (delta C-index = 0.09 (0.03 – 0.14), LR = 6.83), coeliac disease (delta C-index = 0.31 (0.21 – 0.38), LR = 8.07), dilated cardiomyopathy (delta C-index = 0.17 (0.10 – 0.22), LR = 6.97) and motor neuron disease (delta C-index = 0.11 (95% CI: 0.04 – 0.16), LR = 4.38) (Figure 2a). Across these 67 diseases, the median detection rate (at a 10% FPR, DR10) was 45.5% (range: 10.8 – 80.8 %), compared to 25% (range: 9.5 – 51.2%) for the clinical model (Figure 2b, Table S5). The median LR was 4.55 (range: 1.08 – 8.07) for these 67 diseases, representing improvements ranging from 0.12 – 6.92 over the clinical models (Figure 2c). For example, applying a protein-informed test for coeliac disease (LR = 8.08) would result in detecting 80.8% of cases, while retaining an acceptable proportion of 10% false-positives (Figure S3). Clinical models with blood biomarkers only significantly improved prediction over clinical models for 28 diseases (median delta C-index = 0.08, range = 0.01 – 0.28) (Figure 3, Table S6). For 52 of these diseases, protein-based models achieved higher LRs (range = 0.13 – 5.17) in comparison to clinical model with blood biomarkers (Figure S4, Table S7). Compared to the single most informative protein, sparse protein signatures (5-20 proteins) had an average 5.4% improvement in C-index over clinical models, across diseases that achieved significant improvements. For 64% of these, performance saturation was achieved by including a maximum of 5 to 10 proteins.

Proteins predicting multiple diseases

The 67 prediction models with clinically relevant improvements, included a total of 501 protein targets, of which 147 were selected for 2 or more (range: 2 - 16) diseases (Figure S5); most of which (~89%) were selected across 2 or more clinical specialties (range: 2 - 9) (Figure 4a). On average, these had a relatively lower contribution for prediction of individual diseases, in comparison to highly specific
proteins (Figure 4b). Age was the major correlate of 4 out of the 5 proteins that were predictive across more than 10 diseases and smoking status was the major correlate for CXCL17 (Figure S6), but these proteins still provided improvements in prediction over and above these conventional risk factors.

Proteins specifically predicting one disease

We identified proteins solely and strongly predictive for only one disease (Figure 4c, Table S8), including TNF receptor superfamily member 17 (TNFRSF17 or B-Cell Maturation antigen), a specific predictor for multiple myeloma; and TNFRSF13B, a strong predictor of monoclonal gammopathy of undetermined significance (MGUS), a condition which precedes the development of multiple myeloma (at a rate of ~1 in 100 MGUS cases developing multiple myeloma per year23). Here, we provide evidence that increased plasma levels of these receptors (Table S9) are strongly predictive of future onset for these blood cancers. Previous studies have already suggested an association between plasma TNFRSF17 and progression from MGUS to multiple myeloma24. Here we identified the added value of a 5-protein protein signature, which improved discrimination by 7% over patient risk factors + TNFRSF17 alone.

PGS compared to clinical models and protein models

For 23 diseases for which PGS were available in UKB, we found that PGS significantly improved prediction over clinical models for only 7 diseases, but with clinically negligible improvements (median delta C-index = 0.03, range = 0.01 – 0.14) (Table S10). Proteins outperformed PGS for all of these, except for breast cancer (Figure S7).

Screening metrics for protein and clinical models

We observed consistently superior screening metrics across all conditions for a wide range of FPRs (5%-40%; Figure 5). At a 20% FPR, proteomic prediction identified individuals at high-risk for pulmonary fibrosis (including CA4, CEACAM6, GDF15, SFTPD and WFDC2; DR=80%) and dilated cardiomyopathy (including HRC, TNNI3, TPBGL, NPPB, NTproBNP; DR=75%). At a low FPR (5%), proteomic prediction identified individuals at high risk for multiple myeloma (FCRLB, QPCT, SLAMF7, TNFRSF17, TNFSF13B; DR = 50%), non-Hodgkin lymphoma (BCL2, CXCL13, IL10, PDCD1, SCG3; DR = 55%) and motor neuron disease (including CST5, EGFLAM, NEFL, PODXL2 and TMED10; DR = 29%).

In sensitivity analyses we found that adding a larger set of proteins included in Olink’s Explore Expansion panels (Supplementary appendix) did not generally improve model performance compared to the first release of 1463 proteins (Figure S8, Table S4). However, improvements for selected diseases were obtained by including a specific predictive biomarker (only captured in the Expansion panels), such as TCN1 (a vitamin B12 binding protein) for vitamin B12 deficiency anaemia, KLK3 (prostate-
specific antigen) for prostate cancer or, F10 (a coagulation factor that converts prothrombin into thrombin) and PROS1 (an anticoagulant protein) for thrombophilia (Figure S8). Protein-based models trained on 10-year incidence performed equally well when restricting the follow-up time to 5 years (Pearson r = 0.96, Figure S9a), although patient information models appeared to have systematically lower performances indices up to 5-years (Pearson r = 0.88, Figure S9b).

Discussion

We demonstrate the potential of sparse protein signatures to improve the prediction of disease onset across common and rare diseases. By integrating ~3000 broad capture plasma proteins with EHRs, we showed that for 52 of 218 diseases studied, adding proteins was the single best prediction model, not only superior to commonly used patient characteristics, but also to a large array of biomarkers in clinical use and PGS (where available). Broad-capture proteomic technologies offer for many diseases new possibilities to address delays in diagnosis, the first blood-based biomarkers and the first evidence of clinically useful prediction models compared to current practice (Table S11). Plasma proteomic signatures may inform the need for, and design of, therapeutic clinical trials.

The wide spectrum of diseases that we studied enabled discovery of disease-proteomic signatures with the strongest screening metrics. The proteomic signatures that we report have screening metrics which were comparable to, or exceeded, those of blood tests currently used as diagnostic tests (for other diseases). Previous studies in a small number of diseases have investigated the predictive or prognostic potential of the circulating proteome. We found that for almost two-thirds (61%) of the superior protein models, a positive test, i.e., a predicted risk above the risk cut-off, translated into a four-fold increased risk of developing the disease compared to a negative one. Specifically, for 14 diseases, the LR achieved by protein-based models was higher than for a signature including prostate specific antigen (KLK3) for prostate cancer, which is used in currently implemented screening programs. Sparse protein signatures (5-20 proteins) offer the opportunity to assess a limited set of proteins at a cost much below a discovery proteomic assay. The fact, that we identified strong predictive signatures in the non-fasting UKB samples further suggested feasibility of measurement in clinical practice.

We identified specific and strongly predictive proteins, pointing to underlying pathways conferring disease risk. Here we show that up to 10 years prior to diagnosis, higher plasma levels of TNFRSF17 and TNFRSF13B, receptors for BAFF and APRIL, were strong, specific predictors of increased risk of multiple myeloma and MGUS, respectively. These signalling pathways have been shown to promote multiple myeloma growth. In turn, decreased plasma TNFSF13B, was further shown to be
predictive of higher risk for multiple myeloma. Anti-TNFRSF17 agents, including antibody-drug conjugates (ADCs), T-cell engagers bispecific antibodies and cellular therapy with chimeric antigen receptor T cells (CAR-T), are approved for the treatment of refractory multiple myeloma\textsuperscript{29-33}. Clinical trials exploring earlier implementation have started providing evidence for the safety and effectiveness of CAR-T cells in early lines of treatment\textsuperscript{34}. Our results demonstrated the potential for implementation of proteomic screening, in a preventative manner even years before the onset of overt multiple myeloma, to identify the subgroup of individuals at highest risk, and highlight the possibility to test whether they represent those who would eventually benefit the most from anti-TNFRSF17 as earlier lines of treatment. Pulmonary fibrosis may be delayed due to misdiagnosis of other common respiratory or cardiovascular diseases\textsuperscript{35}. The proteomic signature should be evaluated to identify who might benefit from enhanced surveillance through lung function tests and lung imaging, potentially enabling early treatment to maximise preservation of lung function\textsuperscript{36}. For dilated cardiomyopathy, proteomic signatures could be evaluated for their potential to inform ECG and echo surveillance in people without a known genetic cause (up to 60\% of cases\textsuperscript{37,38}).

We found proteins predictive across multiple diseases and clinical specialities, consistent with shared aetiologies, including adaptations to ageing. Gastrin, for example, is well known for its role in production of hydrochloric acid, gastric motility and associations with gastrointestinal cancers and digestive system diseases\textsuperscript{39}. However, our results highlighted associations with a wider range of diseases, including vitamin deficiencies, osteoporosis, infections and acute kidney injury. Proof-of-principle studies suggested that a single “omics” domain may predict risk of onset across multiple diseases\textsuperscript{40}. Therefore, our results point to the potential for leveraging pleiotropic proteins to develop a customized, small signature for prediction across multiple diseases.

Our study has important limitations. Firstly, our results require validation in external studies, in ethnically diverse populations and in cohorts with differing pre-test probabilities of disease (UKB has a healthy participant effect\textsuperscript{41}). Secondly, although we report the largest proteomic experiment to date, larger sample sizes are required to estimate detection rates for rarer diseases, and over shorter clinically relevant time frames (e.g., 1-5 years). Thirdly, evaluations against clinical diagnostic markers not available in UK Biobank are required including M-protein for multiple myeloma, and IgA/ IgG antibodies and anti-transglutaminase for coeliac disease. Fourthly, clinical translation will require development and validation of absolute quantification protein assays as opposed to the relative quantification provided by current proteomic platforms.
In conclusion, we demonstrated that sparse plasma protein signatures when integrated with electronic health records may offer novel, clinically useful prediction of common and rare diseases, through disease-specific proteins and protein predictors shared across multiple diseases.
Figure 1. Study design. This cohort study is based on a random subset of UKB-PPP individuals (N = 41,931). All individuals were divided into training (including feature selection and optimisation steps) and validation sets to develop sparse protein-based predictors (including 5-20 proteins from the Olink Explore 1536 + Expansion panels) for 218 diseases defined using data from the UKB health-questionnaire, primary care, hospital episode statistics, cancer and death registries. Performance of protein-signatures was compared to clinical models, clinical biomarkers and genome-wide polygenic risk scores (PGS). Further details of methods are in the (Supplementary Appendix).
Figure 2. Improvement in predictive performance by addition of proteins onto basic patient risk factors for 67 incident diseases. 

a. Improvement in C-index by the addition of 5–20 proteins (coloured dots) over the benchmark patient-information model (black dots). 

b. Comparison between detection rates (at a 10% false positive rate) achieved by protein-based and patient-information model. 

c. Improvement in likelihood ratios by the addition of 5–20 proteins (orange) over the benchmark clinical model (grey).
Figure 3. Comparison of predictive performance between proteins-based (patient information + proteins) and biomarker-based (patient information + biomarkers) models. a, Comparison of C-index by the addition of protein-based (coloured dots) or biomarker-based models (black dots) onto patient risk factors. We only show those diseases for which C-index was significantly improved by addition of either proteins or clinical biomarkers onto the patient risk factors.
Figure 4. Disease specificity of predictor proteins. a, Number of disease groups for which a protein was selected as a predictor across the 88 diseases. These were diseases for which the C-index was significantly improved or improved by more than 0.4 over the patient information model. b, Average contribution of proteins across diseases. Average weights (normalised to the top predictor) from the optimised prediction models for each protein, across diseases for which it was selected as a predictor (out of the 88 improved diseases). c, Disease-specific proteins are shown as those selected for only one disease with a normalised weight > 0.6.
Figure 5. Detection rate curves. Detection rates across different false positive rate thresholds for selected examples identified as those most likely to benefit from proteomic prediction over patient risk factors, clinical biomarkers and PGS. Coeliac disease (TGM2, NOS2, ITGB7, CD160, PPP1R14D, RBP2, CCL25, MLN, FGF19, HMOX1, CEND1, MILR1, CDH2, CKMT1A_CKMT1B, CPA2, GTF2IRD1, SEPTIN3, BCL2L15, FABP2, HSD17B14). Dilated Cardiomyopathy (HRC, TNNI3, TPBG1, NPPB, NTproBNP). Other interstitial pulmonary disease with fibrosis (CA4, CEACAM6, GDF15, SFTP and
Multiple myeloma and malignant cell neoplasms (FCRLB, QPCT, SLAMF7, TNFRSF17, TNFSF13B). Non-Hodgkin Lymphoma (BCL2, CXCL13, IL10, PDCD1, SCG3). Motor neuron disease (CST5, EGFLAM, NEFL, PODXL2 and TMED10). Leiomyoma of uterus (BMP4, CDH3, CHRDL2, DNPEP, FGF23, GFRAL, LEFTY2, PAEP, SEZ6L2, TSPAN1). Psoriasis (DEFB4A, DEFB4B, IL19, KCTD5, PI3, PRKD2). Primary pulmonary hypertension (NPPB, NTproBNP, ROBO2, ENPEP, FGBP2, LTBP2, SFRP1, ACP5, SPON1, CA4, SLC34A3, ACE2, AHSG, SERPINA7, SLC44A4, CDC123, SPINK8, LYPLA2, S100A3, MFAP4). Primary Malignancy Prostate (ADAMTS15, IL17A, INSL3, KLK3, LECT2, LTBP2, PRR5, SCARF2, SPINT3, TSPAN1).
Acknowledgements

All UK Biobank data was accessed in accordance with GlaxoSmithKline’s UK Biobank Application #20361 and the UKB-PPP Consortium Application #65851. We would like to acknowledge the UK Biobank participants for their dedication to participating in ongoing research and electronic health record linkage. This work and the incredible work of other UK Biobank researchers would not have been possible without their dedication to science.

Competing Interests

J. Davitte, P. Surendran, D. Croteau-Chonka, C. Robins, T. Kanno, S. Gade, D. Freitag, F. Ziebel, J. Betts, and R. Scott are all employees of and/or shareholders for GlaxoSmithKline.


