Updating Herd Immunity Models for the U.S. in 2020: Implications for the COVID-19 Response
Natalie E. Sheils\textsuperscript{1}, Gregory D. Lyng\textsuperscript{1}, Ethan M. Berke\textsuperscript{1}

1. UnitedHealth Group, Research and Development, Minnetonka, MN 55343 USA

Abstract:

Objectives. To understand what levels of herd immunity are required in the COVID-19 pandemic, given spatial population heterogeneity, to best inform policy and action.

Methods. Using a network of counties in the United States connected by transit data we considered a set of coupled differential equations for susceptible-infectious-removed populations. We calculated the classical herd immunity level plus a version reflecting the heterogeneity of connections in the network by running the model forward in time until the epidemic completed.

Results. Necessary levels of herd immunity vary greatly from county to county. A population weighted average for the United States is 47.5\% compared to a classically estimated level of 77.1\%.

Conclusions. Common thinking argues that the nation needs to achieve at least 60\% herd immunity to emerge from the COVID-19 pandemic. Heterogeneity in contact structure and individual variation in infectivity, susceptibility, and resistance are key factors that reduce the disease-induced herd immunity levels to 34.2–47.5\% in our models. Looking forward toward vaccination strategies, these results suggest we should consider not just who is vaccinated but where those vaccinations will do the most good.

Keywords. Coronavirus, COVID-19, epidemiology, Herd Immunity, SARS-CoV-2, spatial-temporal modeling
Introduction

Classical infectious disease models assume that all people transmit and get infected with SARS-CoV-2 at the same rate (i.e., the population mixes homogeneously), but in reality, populations are heterogeneous. This is because most people interact only within a small circle of close contacts. Groups of teenagers tend to not interact with groups of people in their 60s. People in Montana do not tend to interact with people in New York. Only a few people move across and between groups. The standard calculation, based on classical epidemiological models for infectious disease, identifies a threshold for herd immunity. Assuming lasting immunity post infection and simple disease dynamics, this calculation shows that, once a sufficiently large fraction of the population has been infected/removed, the remaining susceptible population is too small to support a continuing epidemic. While transmission will still occur, new infections do not generate enough subsequent infections to perpetuate the outbreak. Thus, the herd immunity threshold represents a critical value that quantifies the level of immunity in a population that will prevent future major outbreaks.

The herd immunity threshold may be expressed in terms of the well-known reproduction number $R_0$ as $1 - 1/R_0$. For example, the 1918 influenza pandemic is believed to have had an $R_0$ of around 2.9 (1); this translates to a herd immunity threshold around 66%. Similarly, frequently cited and discussed estimates of herd immunity for COVID-19 requiring 60% or more of the population to be infected (2–8) are based on the same reasoning and an estimated $R_0 \approx 2.5$ (9). However, reconstructions of the 1918 pandemic suggest that only a third of the world’s population was actually infected during the course of the pandemic (10). Similarly, the
H1N1 virus that set off the 2009 influenza pandemic had an estimated $R_0$ between 1.2 and 1.6 (11); a value of 1.4 generates a classical herd immunity threshold of 28.5%. Yet, CDC estimates indicate that only 19.8% of the US population was infected (12). The classical formula is based on a modeling assumption of population homogeneity, and this is a key driver of the overestimates noted above.

There is now a robust scientific discussion (4,13–17) around quantifying the impact of these heterogeneities on herd immunity during the current pandemic. Our work advances this discussion by modeling the impact of spatial heterogeneity on herd immunity; our calculations address an issue identified as important by Britton et al. (13), namely, the impact of spatial heterogeneity, and, in particular, the role of rural areas with lower contact rates. We also incorporate a nonuniform immunity structure into the model, motivated by the presence, in some individuals, of helper T-cells that are cross-reactive to SARS-CoV-2. We demonstrate that the proportion of the population infected to achieve herd immunity may be lower than usually assumed, which would have significant implications for public health.

**Understanding immunity**

A substantial proportion of individuals have pre-existing SARS-CoV-2 cross-reactive T cells due to repeated exposure to the four common cold coronaviruses (18,19). Because we are re-exposed annually to these viruses, an estimated 90% of adults have had coronavirus antibodies at some point, although protective antibodies from them only last between a few months to 34 years. Current research estimates that 35% of people who have never been exposed to SARS-
CoV-2 have these helper T-cells due to exposure to these common coronaviruses (20). While the impact of these cells on disease progression and clinical outcomes remains to be fully explored, there are hints that they may contribute to partial immunity to the virus that causes COVID-19. Some suggest that some individuals may have an innate resistance to the disease (21). Our calculations show that these factors, representing another form of population heterogeneity, also impact the herd immunity threshold.

Building on these insights, Lourenço et al. (14) considered a simple two-compartment model in which one of the groups is resistant to infection (either by innate resistance or from cross-reactive protection gained by exposure to other seasonal coronaviruses). The results show that, depending on the magnitude of the resistant fraction, the value of the reproduction number, and the amount of mixing between groups, the computed level of herd immunity can vary dramatically. Given the uncertainty around the disease, the authors make the case that herd immunity may well have already been achieved in some locales. We incorporate a weakened version of this protection (representing the possibility of partial immunity) into our spatial model for disease progression.

**Spatial models - moving beyond homogeneous models of herd immunity**

Britton et al. (13) made an early and important contribution to the herd immunity discussion for COVID-19 by presenting an age-structured model containing six age groups in a single community. In their example, the contact structure between age groups was based on an empirical formulation. The final calculation demonstrates clearly the principle that
heterogeneous contact can lower herd immunity thresholds. For example, one numerical experiment suggests a herd immunity level around 43% (compared to a classical estimate of 60%).

Because it is the inspiration for our calculation, we describe their calculation in some detail. For each of the different population structures under consideration, the authors implement uniform (multiplicative) non-pharmaceutical interventions. In terms of the model, they simply multiply the next-generation matrix by a constant, positive factor $\alpha < 1$. This roughly simulates stay-at-home or other preventive measures. They then run the epidemic to its conclusion and expose the population to a second wave, but this time with $\alpha = 1$; no restrictions. They define $\alpha_*$ to be the largest value of $\alpha$ for which there is no second epidemic. (One can think of it this way: In the heterogeneous population, $\alpha_*$ represents the “perfect” amount of social distancing; it represents the minimum amount of preventative measures required to achieve herd immunity upon the conclusion of the outbreak.) Finally, the disease-induced herd immunity threshold is computed as the proportion of the population that is infected in the first wave. To compute this requires a calculation of the time-asymptotic limiting state of the system.

METHODS

The mathematical model is a large, coupled system of ordinary differential equations of SIR type. That is, the model utilizes compartmental structure of classical epidemiological models and features susceptible, infectious, recovered, and deceased compartments at each node in a geographical network. In this case, the nodes of the network represent counties (or county
equivalents) in the continental US; see Figure 1. For these calculations, there are 1,829 counties in the network, so the system nominally consists of 7,316 ordinary differential equations. (Due to data availability and calibration considerations, not all counties in the continental US are represented; the counties included in the network represent 93% of the US population).

Moreover, we connect the nodes with edges drawn based on transit data. In particular, we insert “short-range” edges between nodes using thresholds of movements based on publicly available commuter data while “long-range” edges are based on passenger movements on domestic airline flight patterns. The network thus creates a coarse, but realistic, representation of US geography and typical human movements between counties. Finally, we use these edges to weakly couple neighboring nodes. Parameters for county-level contact rates and the long-range and short-range coupling coefficients are estimated from March 2020 COVID-19 mortality data. We then compute $R_0$ in standard fashion as the largest eigenvalue of the next generation matrix. From this value, we compute the classical herd immunity threshold for the model. We take conservative values for the relative recovery and disease-induced mortality rates (assumed to be the same at each node). Coupled with the estimated contact rates from early data, this results in rather high estimates for the reproduction number (and thus rather high classical estimates for herd immunity). Even so, our calculations suggest an actual disease-induced herd immunity level substantially below the $\geq 60\%$ levels frequently cited for COVID-19. See the supplemental information for further details about the model and its parametrization.

To calculate the herd immunity threshold for this model, we seed each node with a small fraction of infectious people and run the simulations forward as described above. To
incorporate partial immunity, we introduce a second infectious compartment at each node to account for those who are infectious but have cross-reactive T cells. In this version of the model, this fraction of individuals is assumed to be less infectious and to have, on average, a quicker recovery time.

RESULTS

Calculations from the model featuring spatial heterogeneity predict herd immunity will be reached at around 47.5% (versus an 77.1% estimate based on the classical techniques and the calculation of $R_0$ for this parametrization of the model). Figure 2 shows the variation in the proportion of each county that must be immune based on the disease-induced herd immunity calculation. The figure shows that, far from the idealized scenario implicit in classical epidemiological models, where immunity is assumed to be uniformly spread across the population, we should expect substantial variation across geographies in the required local immunity levels. We note that, qualitatively, this finding mirrors recent results from 1.46 million antibody tests in New York City, a one-time COVID-19 epicenter. The antibody tests suggest an overall prevalence of 27% with values in various ZIP codes ranging from 12.6% to 51.6% (22).

A similar calculation, this time assuming 35% of the population has cross-reactive T cells (20) and that they, on average, recover 1 day more quickly and that their disease-induced relative mortality rate is 10% less than those without cross-reactive cells, reduces the disease-induced estimate of herd immunity to 34.2%; see Figure 3. This calculation shows that even modest
heterogeneity in infectiousness and duration of the disease course impacts the levels of disease-induced herd immunity.

**DISCUSSION**

This work demonstrates that herd immunity may be achieved at a level significantly below the classical estimate of 60%, based on spatial modeling that better aligns to population distribution. The classical models’ assumption of a homogeneously mixing population in which each individual is equally susceptible and equally infectious (once infected) and equally likely to contact each other individual is a gross oversimplification. Nonetheless, it is represented in much of the ongoing public discourse and public health messaging around the disease (2,3). In reality, heterogeneity manifests itself across multiple dimensions that are meaningful for disease transmission (e.g., in contact networks, in susceptibility, and in infectiousness). Thus, we should expect that the disease will exploit these heterogeneities so that an initial wave of infections will preferentially target especially vulnerable or highly connected individuals and that the conferral of immunity on (or removal of) these central-to-transmission individuals will stymy any “second wave” in the connected population.

We are now more than 8 months into the COVID-19 pandemic, and there is still much that we do not know. In particular, our understanding of immunity still has gaps. Much of the literature and public reporting has relied almost solely on antibody testing to tell the immunity story. The results of numerous seroprevalence studies have been published, and virtually none of them approach the 60% level. Among the remarkable examples are two former epicenters of the
pandemic; see Table 1. On the one hand, these results have been used to indicate how “far” we are from herd immunity. For example, antibody testing results showing similar prevalence (17% in Stockholm in April 2020) and a reliance on classical estimates of herd immunity make up the key talking points in Orlowski’s recent evaluation of Sweden’s approach to the disease (23). Similarly, “extensive local variation” in antibody levels has been used, in conjunction with classical (homogenous mixing) estimates of herd immunity, to argue that we are not close to reaching herd immunity (8). However, our model suggests that such variation is perfectly compatible, and, indeed, expected to be associated with, herd immunity.

On the other hand, there are emerging glimpses of and discussion about pockets of immunity (24,25). Although they paid a terrible price, COVID-19 hospitalizations and deaths have recently fallen off dramatically in Manaus, Brazil, a one-time hot spot. There, serological testing for antibodies has never surpassed the 20% level, but some are hypothesizing that the strong peak and widespread community transmission created a protective level of herd immunity (25). Antibody testing has a number of known issues: (i) the quality of tests, (ii) the low sensitivity at early stages post-infection, (iii) the observed rapid falloff of antibodies (26), and (iv) the fact that antibody production appears to be strongly correlated with disease severity (and there are many mild cases). For these reasons, observed low antibody levels in seroprevalence studies and herd immunity may be compatible in some locales. As Figure 2 and Figure 3 illustrate, we should expect a substantial variation in case numbers across geographies with an overall threshold for herd immunity that is below the classical value.
Beyond our work and that of Britton, there are additional approaches to the herd immunity question. Gomes and collaborators (16,17) have explored variation in individuals. That is, they introduce models that incorporate variation in susceptibility of individuals in a much more systematic way than our binary classification. Their results, which suggest that herd immunity may be reached when as little as 25% of the population is infected, rely on assumptions about the coefficient of variation of the susceptibility. More information about this variation is needed to clarify the validity of their conclusions, but their work broadly supports the notion that heterogeneity lowers herd immunity thresholds.

Yet another approach, due to Di Lauro et al. (15), examines network heterogeneity in which interventions are modeled in two ways. When considered as changes in transmission rates, the analysis confirms the results described above, namely that in the presence of degree heterogeneity, the initial outbreak will grant herd immunity with significantly fewer infections than equivalent models with less or no degree heterogeneity. However, when the authors model interventions by modifying the contact network, then subtleties may arise. For example, if highly connected nodes are shielded, due to social distancing or other isolation strategies, from infection during an initial outbreak, upon reconnection, the secondary outbreak may in fact be more substantial than the first.

There are a number of limitations in this work. The model is, of course, an approximation, and the uniform, multiplicative imposition of nonpharmaceutical interventions (e.g., social distancing, use of face masks, etc.) across all geographies is artificial. Our implementation of partial immunity is also simplistic with some arbitrariness in the parameter choices. The
mathematical model confers permanent immunity on recovered individuals, and no one knows how long actual immunity lasts. Reinfections are beginning to be reported and, among other possibilities, the virus could mutate. Thus, there are a number of reasons to be cautious. Social distancing and other mitigation strategies have been imposed in a highly nonuniform way (in time, space, implementation, compliance) across the nation. As these behaviors and strategies are relaxed, the possibility of exposing previously-shielded-but-central-to-transmission nodes and generating new outbreaks is very real.

Despite these limitations, the estimates presented here, in combination with other efforts (13–17), have identified heterogeneity in contact structures (i.e., mixing between age groups or spatial distribution) and individual variation (in terms of infectivity, susceptibility, partial immunity, resistance) as key factors that reduce the disease-induced herd immunity level. It is likely that models featuring more realistic combinations of these factors would suggest even lower levels of disease-induced herd immunity. Natural next steps are to attempt to more precisely quantify the level of herd immunity for COVID-19 and to turn these insights to practical use. For example, while optimal vaccination strategies are much discussed in the literature (27), vaccine deployment is a complex issue entailing intersecting concerns from political, ethical, medical, production, and supply chain arenas. Recently released discussion guidelines from the National Academy of Medicine (28) focus on protection of individuals (e.g., critical workers including healthcare providers and emergency services personnel together with vulnerable populations). The calculations presented here suggest an alternative strategy;
to limit future transmission and spread of the disease, we should consider not just who should be vaccinated, but where those vaccinations will do the most good.
REFERENCES


**Figure 1:** The network underlying the model. See the supplemental information for further details about the construction of the network.
**Figure 2:** Spatial heterogeneity and herd immunity. Each dot represents the proportion of the population that must become “immune” in a given county in order to halt the spread of the disease. The classical estimate is found using the formula $1 - 1/R_0$ while our estimate is found via the population-weighted average of the level found at each county on a geographically heterogenous network. Only counties with more than 33 COVID-19 deaths as of September 14, 2020 as reported by the New York Times (29) are shown.
**Figure 3**: Herd immunity with cross reactivity. Each dot represents the proportion of the population needed to reach herd immunity in a single county. The classical estimate is found using the formula $1 - 1/R_0$ while our estimate is found via the population-weighted average of the level found at each county using the approach of Britton et al. (13) on a geographically heterogeneous network. Only counties with more than 33 COVID-19 deaths as of September 14, 2020 are shown.

**Table 1**: Results of Serological Testing for Antibodies in New York City, USA, and Lombardy, Italy, April 2020. More recent results from 1.46M antibody tests in New York City suggest an overall prevalence of 27% with values in various ZIP codes ranging from 12.6% to 51.6% (22).
This real-world variation, at the ZIP code scale, mirrors the county-level variation predicted by our model.

<table>
<thead>
<tr>
<th>Location</th>
<th>Date</th>
<th>Prevalence</th>
<th>Reference</th>
</tr>
</thead>
<tbody>
<tr>
<td>New York City, USA</td>
<td>April 2020</td>
<td>19.3%</td>
<td>(30)</td>
</tr>
<tr>
<td>Lombardy, Italy</td>
<td>April 2020</td>
<td>23.0%</td>
<td>(31)</td>
</tr>
</tbody>
</table>